Deep Multimodal Embedding: Manipulating Novel Objects
with Point-clouds, Language and Trajectories

I. I NTRODUCTION
Consider a robot manipulating a new appliance in a home
kitchen, e.g. the toaster in Figure 3. The robot must use
the combination of its observations of the world and natural
language instructions to infer how to manipulate objects.
Such ability to fuse information from different input modalities and map them to actions is extremely useful to many
applications of household robots [1], including assembling
furniture, cooking recipes, and many more.
Even though similar concepts might appear very differently in different sensor modalities, humans are able to
understand that they map to the same concept. For example,
when asked to “turn the knob counter-clockwise” on a
toaster, we are able to correlate the instruction language and
the appearance of a knob on a toaster with the motion to do
so. We also associate this concept more closely with a motion
which would incorrectly rotate in the opposite direction than
with, for example, the motion to press the toaster’s handle
downwards. There is strong evidence that humans are able
to correlate between different modalities through common
representations [2].
Obtaining a good common representation between different modalities is challenging for two main reasons. First,
each modality might intrinsically have very different statistical properties — for example, here our trajectory representation is inherently dense, while our representation of
language is naturally sparse. This makes it challenging to
apply algorithms designed for unimodal data. Second, even
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Abstract— A robot operating in a real-world environment
needs to perform reasoning over a variety of sensor modalities
such as vision, language and motion trajectories. However, it is
extremely challenging to manually design features relating such
disparate modalities. In this work, we introduce an algorithm
that learns to embed point-cloud, natural language, and manipulation trajectory data into a shared embedding space with a
deep neural network. To learn semantically meaningful spaces
throughout our network, we use a loss-based margin to bring
embeddings of relevant pairs closer together while driving lessrelevant cases from different modalities further apart. We use
this both to pre-train its lower layers and fine-tune our final
embedding space, leading to a more robust representation. We
test our algorithm on the task of manipulating novel objects
and appliances based on prior experience with other objects.
On a large dataset, we achieve significant improvements in
both accuracy and inference time over the previous state of
the art. We also perform end-to-end experiments on a PR2
robot utilizing our learned embedding space.
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Fig. 1. Deep Multimodal Embedding: Our deep neural network learns
to embed both point-cloud/natural language instruction combinations and
manipulation trajectories in the same semantically meaningful space, where
distance represents the relevance of embedded data.

with expert knowledge, it is extremely challenging to design
joint features between such disparate modalities. Designing
features which map different sensor inputs and actions to the
same space, as required here, is particularly challenging.
In this work, we use a deep neural network to learn
a shared embedding between the pairing of object parts
in the environment with natural language instructions, and
manipulation trajectories (Figure 1). This means that all
three modalities are projected to the same feature space. We
introduce an algorithm that learns to pull semantically similar
environment/language pairs and their corresponding trajectories to the same regions, and push environment/language
pairs away from irrelevant trajectories based on how irrelevant they are. Our algorithm allows for efficient inference
because, given a new instruction and point-cloud, we need
only find the nearest trajectory to the projection of this pair
in the learned embedding space, which can be done using
fast nearest-neighbor algorithms [3].
In the past, deep learning methods have shown impressive
results for learning features for a wide variety of domains
[4], [5], [6] and even learning cross-domain embeddings [7].
In contrast to these existing methods, here we present a new
pre-training algorithm for initializing networks to be used for
joint embedding of different modalities. Our algorithm trains
each layer to map similar cases to similar areas of its feature
space, as opposed to other methods which either perform
variational learning [8] or train for reconstruction [9].

